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ABSTRACT
The increasing availability of broadband Internet access com-
ing along with cheap flatrate tariffs changed the way the In-
ternet is used over the last years. As a result, we observe
more users that become producers and collaborate instead
of solely consuming information as they did before. Besides
that, the Internet has become a tool for daily use and infor-
mation dissemination. As push-based information services
are heavily needed for collaboration and information dissem-
ination, it seems like the breakthrough of distributed push
publish/subscribe on the open Internet is just imminent to-
day, although research has been around already for many
years now. One reason why most publish/subscribe applica-
tions are still based on a rather basic centralized mechanism
and not on a distributed scalable notification service, as it
is commonly proposed in state-of-the-art publish/subscribe
systems in research, is the unsolved management issue.

This extended research abstracts is intended to give an over-
view of my Ph.D. project on self-organizing publish/sub-
scribe, where I want to tackle management issues for better
applicability. After giving an introduction to the pub/sub
communication paradigm and motivating the necessity to
make such systems self-organizing, I will point out the con-
tributions of my work. They are centered around making
publish/subscribe systems self-stabilizing and adaptive by
means of self-organizing mechanisms. While my work on
self-stabilization is nearly finished, introducing adaptivity
by self-organization is still in an early stage.

Categories and Subject Descriptors
C.2.3 [Computer-Communication Networks]: Network
Operations—Network management ; C.2.4 [Computer-
Communication Networks]: Distributed Systems—Dis-
tributed applications; C.4 [Computer Systems Organi-
zation]: Performance of Systems—Fault tolerance
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1. INTRODUCTION
Publish/subscribe systems can be one of the building blocks
for next generation distributed applications including social
software and the increasing pervasion of our daily life with
networked computers. Therefore, the brittle structure of
currently used systems has to be made more flexible for bet-
ter applicability and reduced management costs. Today, we
see a lot of applications that are inherently based on collab-
oration and fast information dissemination. Scalability and
the demand for efficient push mechanisms characterize these
applications. Although there are already publish/subscribe
applications like RSS successfully deployed on the Internet,
they use rather basic mechanisms and suffer from scalability
problems.

The publish/subscribe (pub/sub) communication paradigm
best suits information-driven applications (e.g., news and
update services). Those applications can be implemented in
many ways, either centralized or distributed and either push
or pull. In case of distributed push (which is the technique
considered in this paper), it is common to use an overlay-
network of brokers providing a notification service. This ap-
proach is more scalable for obvious reasons. Clients connect
to their local broker and are able to publish or subscribe to
notifications. The notification service then takes care that
every notification published is forwarded to those brokers
that have local clients connected to them that subscribed
to this notification. An example topology of a distributed
notification service is depicted in Figure 1.

There has been a lot of research in the area of routing algo-
rithms and on scalability issues, while the topology of the no-
tification service in environments like the Internet is mostly
assumed to be either static or manually managed. In prac-
tice, usage patterns in the system are highly dynamic for
many applications. Consider, for example, a global network
delivering stock quotes: it is obvious that the number of no-
tifications concerning stocks traded at the New York Stock
Exchange suddenly drops when it closes. Another scenario
could be an e-home environment, where all networked de-
vices connect through a publish/subscribe system. Here,
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Figure 1: Example for a publish/subscribe topol-
ogy where client p publishes a notification n that is
matched by filter F , client s subscribed to, while
the notification service takes care of forwarding the
notification properly.

it is highly probable that nodes join and leave the network
now and then. In addition to that, it is reasonable to assume
that no skilled administrator is available to take care of the
system configuration. Taking situations like these into ac-
count, it is sensible to search for mechanisms such that the
broker topology is able to adapt itself to current usage pat-
terns and failures in the network and optimize its quality of
service thereby.

Besides efficiency and quality of service, fault-tolerance is a
severe issue as pointed out in the e-home scenario. There
has already been some research focused on fault-tolerance is-
sues in publish/subscribe systems. Some approaches employ
a fault-tolerant peer-to-peer routing substrate on which the
pub/sub middleware implementation is built upon [19, 23],
others focus on unstable mobile scenarios where links van-
ish spontaneously [18]. In [3], Baldoni et al. use a heartbeat
mechanism to detect failed brokers. In these approaches,
only broker or link failures are considered. Corrupted data
structures are not taken into account, for example. An inter-
esting approach based on gossiping has been proposed in [5]
that tries to overcome the problem of lost messages. I am
planning to add deterministic and provable self-stabilization
features to publish/subscribe systems.

The combined use of self-organizing and self-stabilizing mech-
anisms in the notification service is another concern, as it
has to be guaranteed that they coexist peacefully. Here, I
hope to find ways to efficiently combine both mechanisms
to enhance the benefit for the performance of the system.

2. CONTRIBUTIONS
The contributions of my thesis will be on two main objec-
tives:

1. further exploring and analyzing self-stabilizing pub/sub
systems and

2. making them self-organizing through mechanisms that
only rely on local information and reconfiguration, while
trying to improve the system performance in whole.

Self-stabilization can be realized separately in two different
ways on two different layers, namely the overlay network and
the pub/sub routing layer, while self-organization of the bro-
ker topology based on the higher layer dynamics concerns
both layers at once, as reorganizing the broker topology im-
plies a reconfiguration of the routing layer. It is a standard
technique to layer self-stabilizing algorithms to compose a
certain self-stabilizing behavior, which is unproblematic as
long as the different layers have no cyclic dependencies [8].

As self-organization has to be layered on top of the self-
stabilizing mechanism it is important to find out, if and
how both mechanisms can coexist without disturbing each
other. The different layers are depicted in Figure 2.

Self-Stabilizing Overlay Topology

Self-Stabilizing Routing Algorithms

Self-Organizing Broker Topology

Internet Layer

Publish/Subscribe Notification Routing

Overlay Broker Network

Figure 2: Contributions on the different layers of a
publish/subscribe system.

3. SELF-STABILIZATION
The principle of self-stabilization has been introduced by Di-
jkstra in 1974 [7]. The idea is, that a system pushes itself—
no matter what its current state is like—to a legitimate (i.e.,
correct) state in a bounded number of steps (convergence).
Once a correct state has been reached, a self-stabilizing sys-
tem stays there, provided that no failures occur (closure) [1].
Both properties are only guaranteed if failures are temporary
(transient). This principle has been successfully applied to
several problems before (e.g., networking protocols) and is
very attractive for lowering management and implementa-
tion costs as almost no assumptions regarding failures are
necessary. On the downside, no guarantees concerning the
behavior of the system can be made while it is not in a legiti-
mate state. Realizing a self-stabilizing pub/sub system is an
important step for applying this communication paradigm
in areas where administration is a concern but service un-
availability is passable, for example, in networked e-home
environments where it is likely that no person is available
that is capable of taking care of administration tasks.
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In pub/sub systems, my focus is on on making notification
routing self-stabilizing as well as layering it on top of a self-
stabilizing overlay network. The first work on self-stabilizing
routing has been published by Mühl in his dissertation which
I used as a starting point for my research [15]. The only
other work in the area of self-stabilizing publish/subscribe
I am aware of is the one of Shen and Tirthapura who try
to make pub/sub routing self-stabilizing using Bloom filters
to compare the contents of routing tables of different bro-
kers [21]. The problems that come up with this approach
are discussed in [16].

My work on self-stabilization in publish/subscribe systems
is nearly finished. The basic algorithms are proposed in [16]
and rely on a leasing mechanism: subscribers in the system
regularly refresh their subscriptions every refresh period ρ.
The value of the refresh period determines the leasing pe-
riod π that parameterizes a second-chance algorithm run-
ning on every broker which removes routing table entries
that have not been renewed in time. Both values depend
on the desired stabilization time, which again depends on
the size of the network and the maximum link delay. Using
a leasing mechanism introduces additional control traffic to
the network which might be inefficient in certain settings.
To be able to reason about the efficiency, we compared the
self-stabilizing algorithms proposed with flooding which is
self-stabilizing by nature and compared the messages saved
by using advanced routing algorithms with the control traffic
added. Using simulation we were able to find the break-even
point to prefer flooding if an average number of subscriptions
in the system has been reached and subscriptions are equally
distributed on the brokers and the filter classes. Simulation
is time consuming and so we took an analytical approach to
evaluate the algorithms using Markov Chains. As a result,
we found a formalism for calculating the message complexity
for certain settings [14].

Up to now, we have not considered the incorporation of man-
ual reconfiguration in our scenarios. With respect to the
overlay network we assumed that it is either static or itself
self-stabilizing. In practice, simply layering self-stabilizing
routing on top of a self-stabilizing overlay network is some-
how problematic if administrators manually change the con-
figuration (e.g., for maintenance reasons). An intervention
like this is viewed as a failure on the self-stabilizing over-
lay network layer and may lead to a reconfiguration of the
overlay network, which again may lead to a reconfiguration
on the publish/subscribe routing layer. Although this is in
perfect accordance with the condition that during reconfig-
uration no guarantees are given for a self-stabilizing system,
this may lead to degraded system performance even though
no “real” fault happened.

The problems that arise with layering self-stabilizing rout-
ing on top of a self-stabilizing broker overlay has not been
investigated yet. Reconfiguration in publish/subscribe sys-
tems has been worked on mostly with focus on mobile envi-
ronments [6, 18] with the underlying assumption, that links
vanish in an unpredictable manner. Here, the authors did
not care explicitly about message ordering which is an im-
portant issue in many applications. Recently, Tarkoma et
al. published work on subscription and advertisement com-
pleteness in mobile environments [22]. Another approach

is layering publish/subscribe routing on top of a structured
peer-to-peer routing substrate, inheriting the fault-tolerance
mechanism of the lower layers this way [4, 19, 23]. In con-
trast to my approach, this approach is fault-tolerant and
fault-masking in many situations but not self-stabilizing in
general. Additionally, reconfiguration is only considered on
the physical network level and not on the overlay network.
Recently, Frey and Murphy proposed several algorithms for
maintaining a publish/subscribe overlay tree in large-scale
dynamic networks [10]. Again, this paper focuses on keeping
the overlay network connected and maintaining an acyclic
graph while leaving ordering aside.

I’m currently working on combining manual reconfiguration
with self-stabilizing overlay networks in publish/subscribe.
Here, I’m thinking about applying the concepts of super-
stabilization [9] and fault-containment [13] to improve ap-
plicability.

4. SELF-ORGANIZING MECHANISMS
Endowing publish/subscribe systems with self-organizing ca-
pabilities to enhance adaptivity in dynamic environments
can be done with respect to the structure of the overlay
broker network that forms the notification service. Related
work in this area either relied on the self-organizing mech-
anisms provided by a peer-to-peer routing substrate [4, 19,
23] or tried to reorganize the overlay network according to
broker “interests” [2, 3, 24]. The first approach, although
sensible at the first sight, has the disadvantage, that the
structure of the overlay network is totally agnostic of the
routing configuration in the upper pub/sub layer. Thus, the
risk remains, that the evolution of the overlay network leads
to sub-optimal performance.

The latter approach is far more sophisticated as it tries to
perform kind of a cross-layer optimization between the over-
lay network and the pub/sub routing layer. Virgillito et al.
approach the problem of determining similar interests be-
tween brokers by calculating the intersections of the filters
they store in their routing tables: the greater the intersec-
tion between two brokers is, the bigger is the common in-
terest (associativity), and thus the fewer TCP-hops should
be on the path between those two. There are some prob-
lems with this approach. The first is that calculating the
common interest is sometimes very hard and expensive, de-
pending on the filter model used. If it is possible at all and
can be implemented in an efficient manner, the implemen-
tation is only suitable for this particular filter model, the al-
gorithm has been designed for, and still it is not quite clear
if the associativity can really be used to forecast the num-
ber of identical notifications consumed as it might be that
never any notification is published in the intersected area
of interest. Another issue is, that the cost metric used is
rather simple as it only takes overlay TCP-hops (and some
network level metrics in an extension) into account. The
explicit target is to reduce the number of pure forwarder
brokers (i.e., brokers that only forward a notification they
receive to neighbor brokers and that do not have any local
client that has subscribed for it). This way, it is not taken
into account that forwarders can be successfully used to de-
crease network traffic and thus increase system performance.
The authors argue that a lower number of TCP-hops leads
to fewer matching operations which is certainly true but not
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the pressing problem if processor load is not the bottleneck
but message complexity is. Additionally, the reconfigura-
tion that takes place when links are relocated does not use
standard pub/sub system operations which makes it more
intrusive to implement. Finally, correctness properties dur-
ing reconfiguration are not considered. As this work repre-
sents the first step towards self-organizing pub/sub systems,
there is still a lot of room for improvements.

The idea of adapting the broker topology to usage patterns
stems from the insight that connecting brokers that consume
a lot of identical notifications can lead to lower communi-
cation and routing costs in the broker network. Previous
work presented before concentrated only on the similarities
of subscriptions different brokers manage, leaving aside the
fact that the actual traffic that two brokers consume is not
necessarily correlated to the filters they manage. Our ap-
proach considers the actual message flow to decide if and
how a reconfiguration of the overlay network can help to
improve system performance. Therefore, brokers compare
the notifications they consumed with each other in an n-
hop neighborhood to find out if there is another broker that
consumed many identical notifications. According to a cost
metric that takes the processor load into account, the bro-
kers try to reach a consensus if and how a reconfiguration
can be performed, as a reconfiguration might lead to in-
creased performance for one broker but a big decrease for
many others. Finally, the reconfiguration will be performed
while notifications are queued in the critical section to main-
tain message completeness and ordering properties.

Routing algorithms for publish/subscribe systems are well
understood nowadays and it is clear that costs for maintain-
ing routing tables and matching notifications is a trade-off
to keeping the message complexity and message delay low.
However, it is obvious that depending on the state of the
system it could be sensible to prefer one routing algorithm
in favor of another and to switch them dynamically or tune
parameters accordingly (adaptive filtering). In the easiest
case, for example, if there are subscribers nearly everywhere
for most of the notifications published, it might be advis-
able to switch the routing algorithm used from an advanced
algorithm to flooding, saving computation and memory cost
as well as the traffic needed for the management of routing
tables in favor of an increased message complexity. Deciding
when to switch or how to tune parameters (e.g., broadening
filters) and which routing algorithm to choose, as well as
actually performing the switch, will be another contribution
of the thesis. One hard problem is here to draw decisions
based solely on local information.

5. FUTURE WORK
The work on basic self-stabilization in publish/subscribe sys-
tems is nearly finished. Currently, I’m working on man-
ual reconfiguration in self-stabilizing publish/subscribe sys-
tems as well as generalizing the stochastic analysis pub-
lished in [14]. Another issue in this field regards fault-
masking which would be interesting to combine with self-
stabilization.

Regarding self-organizing publish/subscribe systems I cur-
rently work on the metric used to decide if a reconfiguration
should take place and the actual reconfiguration while main-

taining basic correctness properties. Here, the cost of the re-
configuration itself is still an open issue as well as problems
that might come up with oscillation.

Because it is hard, if not impossible, to formally analyze the
efficiency of the resulting algorithms, I will need to perform
simulations. Therefore, it is now time to implement a simu-
lation framework or find an existing one that suits my needs.
The idea on adaptive filtering is rather new. Thus, my next
steps in this field will be to further explore the possibilities
of this approach.

As mentioned in the introduction, there are already pub-
lish/subscribe applications on the Internet that could profit
from using a scalable publish/subscribe infrastructure. I
am planning to combine state-of-the-art publish/subscribe
techniques with classic RSS applications to enhance per-
formance, functionality, and scalability. First work in this
area has been published in [20, 17]. In the security applica-
tion domain, we already performed successful experiments,
applying pub/sub as the basic communication paradigm in
attack prevention systems [11, 12].
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alert communication infrastructure for a decentralized
attack prevention framework. In Proceedings of the
IEEE International Carnahan Conference on Security
Technology (ICCST). IEEE, Sept. 2005. Accepted for
publication.
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[14] M. A. Jaeger and G. Mühl. Stochastic analysis and
comparison of self-stabilizing routing algorithms for
publish/subscribe systems. In G. F. Riley,
R. Fujimoto, and H. Karatza, editors, The 13th
IEEE/ACM International Symposium on Modeling,
Analysis and Simulation of Computer and
Telecommunication Systems (MASCOTS 2005), pages
471–479, Atlanta, Georgia, USA, Sept. 2005. IEEE
Press.
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